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EavesdroppingonBirds
Bird conservation powered by breakthroughs in machine learning
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efore going birding, we birders check field guides, eBird sightird populations are increasingly imperiled. Worldwide, 14% of bird
ings, and trip reports to gain an idea of what species we’ll see. But
species are threatened with extinction by 2100 (IUCN 2019). In North
oftentimes, especially if we’re in a less-birded area, the easiest way
America in particular, bird populations have shrunk by 25% in the past 50
to figure out what’s around is to pull on our boots and wade into the dew.
years (Rosenberg et al. 2019). Thankfully, we are far from powerless to conserve these charismatic animals. The collaborative efforts of governments,
As spring gave way to summer in 2017, this sort of exploration was on
NGOs, academic institutions, and private citizens have already produced
my mind. It was late May, and I had a few weeks to relax in my rural home
many notable conservation success stories: The Wood Duck, Wild Turkey,
county of McKean, Pennsylvania. I decided to spend some time exploring the area, soaking up my last moments in the lush green Alleghenies
and Bald Eagle were all once threatened with extinction.
before leaving the state for a summer job.
Conservation action relies on an extensive understandOne of my favorite treks during this time was at a
ing of bird distribution. Such knowledge is
spot called Timberdoodle Flats. I hadn’t gotten far
primarily generated by bird surveys that idendown the scrubby section of the trail when an unfatify the species present at a site and determine
miliar sound rang through the undergrowth. It was
their abundance. These surveys pinpoint critreminiscent of a Carolina Wren song, but faster,
ical habitat for birds and suggest how to protect
burrier, and finished with a sharp chup-chup.
and manage these areas. Surveys repeated over
When I paused to find the source, a yellow
years or decades can identify how birds are afsprite with a gray and black hood popped into
fected by, and adapting to, changes in land use and
view: a Mourning Warbler! Although the bird
climate patterns. The Breeding Bird Survey in the
disappeared just as suddenly as it had showed
U. S. is a good example. These surveys do not give
itself, it and two of its rivals continued singing as
the most detailed information about bird biology, but
I proceeded down the trail into the woods. A few Fig. 1.
they form the foundation of our knowledge.
weeks later, two birding friends and I returned to the This economical
Conservationists are faced with huge gaps and bispot together. The three singers were still there, hav- AudioMoth recorder costs only $50. ases even in this baseline information. Case in point:
ing apparently established breeding territories.
One of the world’s largest biodiversity datasets, eBird,
Photo courtesy of Tessa Rhinehart.
But as far as I know, my companions and I were the
has extreme climatic and geographic biases. In the U.
last ones to see them. Nobody has reported Mourning Warblers at that loS., the climate of eBirded locations is much hotter, wetter, and less variable
cation since we encountered them three years ago. It’s not that this species
than a representative sample of the U. S. as a whole (Kitzes and Schricker
has disappeared; Mourning Warblers are relatively common throughout
2019). Outside the U. S., the density of eBird observations is much lower,
the county. The problem is that not many birders are around to find them.
with especially large swaths of Asia, Africa, and South America largely
This story illustrates a larger problem holding back bird conservaunobserved. The challenge of surveying more remote parts of the Earth is
tion science: a lack of data in remote areas or about rare species. McKean
understandable, as bird surveys in such regions come with a host of logisCounty is an excellent region to see birds, as most of the county is covtical and financial challenges. These problems are compounded in areas
ered by northern hardwood and hemlock forests, minimally interrupted
with smaller economies or less political will to fund surveys. But when
by human residential areas. But the county’s low
we fail to adequately survey all areas, we make our
population density and its distance from large metconservation decisions based on incomplete inforTESSA RHINEHART
ropolitan areas mean that most of the birds recorded
mation. We also tend to focus our attention on, and
Pittsburgh, Pennsylvania
in the area are found by a dedicated but small pool of
fund conservation projects in, better-surveyed areas.
tessa.rhinehart@pitt.edu
local birders and biologists. This story repeats itself
To better understand and protect birds, we must
across the ABA Area—and the world.
develop survey methods that scale to the size of our
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Fig. 2. This AudioMoth recorder is deployed
on a tree in a zipped plastic bag. The thin
bag protects the recorder from rain without
obstructing sound from reaching the microphone. The bag includes a white desiccant
to protect the recorder from moisture.
Photo by © Tessa Rhinehart.

problems. In this case, conservationists need
methods that can truly survey the globe.

Eavesdropping on Birds
In the winter of 2018–2019, I started working
as a Research Programmer at the University
of Pittsburgh. I collaborate with Prof. Justin
Kitzes to develop automated methods to survey animals in places and at scales that humans
cannot. For instance, the Kitzes Lab is developing technologies to allow us to monitor remote locales, capture biodiversity gradients
across wide geographic areas, simultaneously
monitor a large number of study sites, listen for
vocalizations of rare and wide-ranging species,
and continuously monitor areas to identify rare
events, such as the first song of the season for a
particular species.
Our method combines inexpensive, autonomous acoustic recorders with technology
that can automatically identify the sounds in
the recordings. Both aspects of these surveys
are important. Without inexpensive recorders,
we can never hope to increase the scale of our
surveys. And without automated song identifi-

cation, we couldn’t make use of these recordings—there would be too much to listen to.

Autonomous Recording
Autonomous acoustic recorders are an increasingly popular method for surveying birds,
thanks to their convenience, effectiveness, and
rapidly falling price tag. An autonomous recorder can record for weeks or months without
human intervention, making it possible to survey many remote, widely separated, or hard-toaccess locations. Unlike most humans, these
devices don’t mind sitting for two months
straight in the same spot, recording bird
sounds for several hours a day regardless of the
weather. Once deployed, acoustic recorders effectively capture a snapshot of the bird species
in an area; depending on habitat, between 92%
and 99% of species detected in avian surveys

are detected acoustically (Darras et al. 2019).
While autonomous recorders used to cost hundreds of dollars apiece, recent breakthroughs
have brought their price down to well under
$100. Our lab, for example, uses one such
recorder called an AudioMoth, which costs
about $50 (Fig. 1).
Each AudioMoth recorder is enclosed in a
plastic bag or within a sturdier waterproof case
and strapped to a tree or pole in the field (Fig.
2). Our AudioMoths have collectively racked
up quite a life list, having been deployed in
places such as Pennsylvania, Virginia, Montana, Washington, and even Borneo and Panama. Once a recorder is set up and turned on, it
records all by itself.
We usually program our devices to capture
peak birdsong activity. We often set up the recorders to create a three-hour-long recording
of the dawn chorus, starting half an hour before
Fig. 3. This spectrogram was generated from
a 14-second recording of a soundscape in
May at Powdermill Nature Reserve, Rector,
Pennsylvania. Prominent songs in the source
recording include (left–right) Black-andwhite Warbler, Kentucky Warbler, Wood
Thrush, Ovenbird, American Redstart, and
Hooded Warbler. Figure by © Tessa Rhinehart. Songbird images, left–right, by © Tom
Murray, Laura Gooch, Sergey Pisarevskiy,
Jen Goellnitz, Kenneth Cole Schneider, and
Jerry Oldenettel.
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sunrise each day. The recorder’s omnidirectional microphone captures all of the sounds around
it, more or less the same soundscape that a human would hear in that location. For instance,
during the dawn chorus in June, the recorders
encounter a din of overlapping bird songs, and
might capture some background noises like
wind, rain, or airplanes flying overhead. Each recording, noise and all, is saved for later analysis.
After two months of recording for three hours
per day, each recorder’s batteries and storage are
exhausted. We collect all of the devices, replacing each with a fresh recorder if the study calls
for a longer field season. After we bring the recorders back to the lab, we download the stored
recordings onto our computer. We test each device to make sure it has not malfunctioned, then
get it ready to go back in the field.
Most current applications of autonomous recorders require human listeners to identify the
songs, a process that is too time-consuming for
large-scale studies. We refer to this human listening and identification process as annotation.
Human listeners may be aided by computer filtering beforehand, such as an amplitude-based
detector that picks up the infrequent nocturnal
flight calls in a mostly quiet recording. Even so,
a skilled listener is ultimately responsible for
identifying the species creating each call. During
the breeding season, each minute of recording
requires two or three minutes to thoroughly analyze. Annotation is made even more challenging by a lack of visual and spatial cues, like the
habitat and the direction that songs are coming
from. In addition, to annotate a dense recording
requires no small amount of willpower, perseverance, and focus. Anyone who needs a dose
of humility should try annotating a May dawn
chorus recorded in an Appalachian forest.
Between ourselves and our collaborators,
this research uses an eyebrow-raising 2,800
recorders. Each device is able to capture
150–200 hours of audio on one battery charge.
Even if we deployed each recorder only once
per year, we’d end up with 490,000 hours of
audio data each year. If somebody listened to
those recordings back to back, the recordings
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Fig. 4. These spectrograms show the acoustic properties of two familiar bird species. In a
spectrogram of a Red-breasted Nuthatch (left), the nasal tone of the species is created by the
series of overtones in each call, visible in the spectrogram as a ladderlike series of dark lines.
In a spectrogram of a Northern Cardinal (right), the repeating sweeps across frequencies have
a clear tone, due to the lack of closely spaced overtones. Spectrograms by © Tessa Rhinehart;
recordings by © Ted Floyd, Xeno-Canto XC393852, XC356015. Red-breasted Nuthatch (top)
photo by © Ted Floyd. Northern Cardinal (middle) photo by © Ian Davies.

would be playing for over 55 years.
But with automated song identification,
there is practically no limit to the amount of
data we can analyze.

Machine Learning
We are developing a method to automatically
identify which bird species are present in each
field recording. One of our goals is to create
a computer program for identifying over 500
common (ABA codes 1 and 2) species in the
ABA Area. The key to this method is a complicated mathematical algorithm. This bird-identifying algorithm, or model, is created by a computer using a process called machine learning.
Just as a human might learn to bird by ear by
conferring with an expert and listening to recordings on her phone, the bird-identification
model is created using the help of some reference material—a smaller set of recordings that
a human has already annotated to determine
which species’ vocalizations are present. These
true species identifications are called “labels.”
We download our reference recordings from
sources like Xeno-Canto, a crowdsourced repository of bird sounds uploaded and identified by recordists from around the world.
Machine learning is, just as with human
learning, a matter of trial and error. There are
two components involved in this process: the
model, which “guesses” what is in the reference recordings; and a computer program,
which checks how well the model performed
and updates the model to improve the next
round of guessing. The computer program is
given access to all of the reference recordings
and their labels. The steps to create the model,
although written out in the language of mathematics and computer programming, can be
thought of as follows:
1 • HIDE LABELS - The program gives the
model a reference recording, but not the label
information.
2 • PREDICT - The model uses the information in the reference recording to output predictions, a list of guesses for which species are
present in the recording.

3 • ASSESS PREDICTIONS - The computer program compares how the model’s list
of predicted species stacks up to the true labels.
4 • UPDATE MODEL - Based on this comparison, the program analyzes how to update
the model’s guessing procedure to improve its
performance.
5 • REPEAT - The process repeats from step 1.
At first, the model’s predictions are essentially
random. But after many cycles of trial and error, the model becomes quite good at identifying sounds. This iterative process is called
training, or learning. Because this type of machine learning model classifies which species
are in the recordings, it is often referred to in
machine learning parlance as a classifier.
Unlike a birder, the classifier does not exactly “listen” to the reference recordings. Instead
of the air vibrations that humans perceive as
sound, the model receives input in the form of
a sound spectrogram. A sound spectrogram is a
graph on which the horizontal axis represents
time and the vertical axis represents frequency
(similar to musical “pitch”; see Fig. 3). At each
combination of time and frequency, the color
of the spectrogram gives the amplitude of the
sound. The amplitude of a sound is basically
a measure of how loud it is. Spectrograms can
be displayed with many color schemes. In our
work, we use grayscale spectrograms where
darker gray represents higher-amplitude sound.
Our model analyzes spectrograms generated
from five-second segments of recordings.

The type of model used for this process can
take a variety of forms. We use a class of algorithms called convolutional neural networks, or
CNNs for short. CNNs have gained popularity
for image analysis, and are commonly used for
applications such as reading handwriting and
recognizing faces in pictures.
Neural networks are so named because
they are surprisingly analogous to the way that
neurons in the human brain feed information
to each other through a series of connections.
Neural networks involve a series of computer
“neurons” which receive information in the
form of numbers, use a mathematical equation
to convert these inputs into another number,
and then pass this number along to other neuFig. 5. A machine learning algorithm is able
to interpret the relationships between parts
of a spectrogram to determine which species are in the spectrogram. A five-second
spectrogram (left) contains a singing Rosebreasted Grosbeak at the beginning, plus a
Blue Jay calling and a Golden-winged Warbler singing simultaneously. The machine
learning model outputs a confident prediction of 0.92 for the Golden-winged Warbler.
We can visualize the part of the image that
the model identified as a Golden-winged
Warbler (in red, right); this visualization
shows that the model correctly responded
to the Golden-winged Warbler vocalization,
but not to the grosbeak or jay. Figure by
© Tessa Rhinehart; recording by © Cassie
Ziegler, Xeno-Canto XC481823.

APRIL 2020 | ABA.ORG/MAGAZINE

47

A NA LY Z I N G B I R D S O N G

Fig. 6. A machine learning model was used
to predict species present in a soundscape
recording. The original recording (see Fig. 3)
was separated into three spectrograms, each
representing approximately five seconds of
audio. The model’s top five predictions for
each clip are shown. If we set a threshold of
0.01 (see text), we would accept all the predictions above as present, and the model’s
predictions would include both “misses” and
“false alarms.” In the first panel, the recording contains a Black-and-white Warbler song,
but this species is not identified by the model;
this is a “miss.” In the second panel, the
model believes a California Towhee is present
in the recording. This is a “false alarm,” as
this recording was made in Pennsylvania.
A higher threshold, such as 0.50, would
exclude all false alarms but result in more
misses. Figure by © Tessa Rhinehart.

rons. The neural networks send the information in one direction, from inputs to outputs.
The “convolutional” moniker of this algorithm is a mathematical way of describing an
ability that is intuitive for humans. The model
analyzes images by “looking” at small portions
of the image that are literally next to each other.
In this way, as the model is trained, it learns
associations between parts of the image, detecting features like edges, dots, and lines. As
data flows forward through the neural network,
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smaller traits can be combined to represent
larger shapes, patterns, and relationships, like a
line swooping through the spectrogram as sung
by a Northern Cardinal, or a series of stacked
bars representing the harmonic structure of a
nasal call like that of a Red-breasted Nuthatch
(Fig. 4). Finally, combinations of these traits are
used to predict the probability of each species
being present (Fig. 5).
For each five-second clip, the model outputs a number between 0 and 1 for each species. A prediction of 1 indicates that the model
is certain the species is present. A prediction
of 0 means that the model thinks there is no
chance that the species is present. Anything in
between represents varying levels of certainty.
A common way to use these machine learning outputs is to choose a threshold between
0 and 1 for each species. With this method, if
the model outputs a species prediction above
the threshold, that species is considered to be
present in the recording. The species is considered to be absent when the model’s prediction is below the threshold.

Practicalities
You may be thinking: This all sounds great, but
does it actually work? The short answer is: Yes!
The longer answer is that machine learning can
help us with certain problems. However, we
must be careful about how we apply it, and we

need to understand its limits.
Once we have a functioning model of birdsong, we must determine how well it identifies
bird sounds. There are several ways of measuring a model’s performance. For instance, think
about the performance of a “thresholded” model
as described above. Two competing forces help
us understand the mistakes this model might
make. First, the model can make “false alarms,”
where the prediction exceeds the threshold but
the species is not actually present. The model
can also have “misses,” where a particular species is actually present in the recording, but the
prediction is below the threshold (Fig. 6).
The way we interpret the outputs of these
models depends on our purpose. We can set a
higher threshold to avoid false alarms. With a
high threshold, the model must be very certain
the species is there for us to believe its results.
This approach is well-suited to determining the
presence of breeding songbirds. One songbird
might sing hundreds of times in a single recording, and we don’t mind discarding many of these
vocalizations as long as we correctly identify just
one of them. Alternatively, when we are looking
for rare species, we may set a low threshold, then
manually listen to all of the potential captures.
This way, we are unlikely to miss any sounds
made by the rare species. Or, instead of setting
a threshold, we can use the model’s 0-to-1 estimate of certainty, along with our understanding
of the model’s performance, to temper our confidence in the model’s predictions. This allows us
to make stronger biological statements for species for which the model performs well, while we
use larger “error bars” for species for which the
model performs poorly.
A model we have trained and tested on Xeno-Canto data is instructive. At a threshold of
0.20, the model makes false alarms 9% of the
time on average, and misses on average 36% of
the vocalizations of a given species. This model
is a “jack of all trades, master of none,” but we
could adjust the threshold to make the model
more sensitive or less sensitive. For instance, a
threshold of 0.50 results in a false alarm rate
less than 1%, at the cost of a 65% miss rate.

This conservative approach gives us more confidence that all species predicted to be present
were truly there, even though the model only
identifies one out of three songs.
Machine learning models typically don’t
perform equally well for all species. For instance, when listening for Common Poorwills,
the model’s false alarm rate is less than 4% and
its miss rate is only 10%. In contrast, the model
for Purple Finches has a false alarm rate of 17%
and a miss rate of 42%. Factors that can decrease the model’s performance for a particular species include: a small amount of training
data for that species; many background species
vocalizing in the training recordings; the existence of similar-sounding species; and a large
amount of variability in a species’ songs. The
model’s performance is improved by collecting
more training data, by more carefully annotating which species vocalize in each training recording, and by choosing different thresholds
for different species.

Applications
The ultimate goal of this work is to better understand birds: Why they are in certain places,
for example, or how a population is changing.
Here are some ways in which our lab’s work is
being used:
1 • MONTANA - Recorders are surveying
prairie land grazed by cattle and by reintroduced American bison. This project seeks to
understand how different grazing strategies affect which birds and amphibians thrive on these
lands. This study could suggest ways for native

fauna and cattle ranchers to better coexist.
2 • VIRGINIA - Our recorders are placed
in a grid on a plot being regularly surveyed
to determine the species and status of all vegetation types in the plot. These data could be
analyzed for many purposes, such as identifying which vegetation types birds tend to congregate around, and how the succession of the
plant species over time affects the succession
of bird species.
3 • PENNSYLVANIA - We are comparing recorders to other methods for surveying
bird abundance. Recorders are placed at a bird
banding station to ascertain how the species
presence and absence data captured by recorders compares to the data generated at banding
sites. If the comparisons are favorable, recorders could expand some uses of banding, such
as identifying migrants’ arrival times, to a larger
number of sites.
At another site, recorders are placed along
a Breeding Bird Survey route to measure how
recorders compare to people performing point
counts (Fig. 7). If the results are comparable,
recorders could be used in applications where
human point counters are in short supply, such
as surveying remote areas or filling in gaps in
data from little-surveyed routes.
4 • ELSEWHERE - The technology described in this article will help ecologists study
far more than just birds. Our recorders are deployed far and wide for a variety of purposes,
from tracking wolves in Washington state to
documenting frog responses to agricultural
disturbances in Borneo.

I

believe automated acoustic surveys will
enable biologists to answer pressing, largescale conservation questions. Machines could
never replace the intuition of skilled bird surveyors; these experts’ perceptiveness and passion will always remain a crucial and guiding
part of the process. But even in the most remote
places, birds’ songs, behaviors, and trends have
something urgent to tell us. When we use these
new tools, we are better able to listen.
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Fig. 7. AudioMoths are deployed every 100
meters along this Breeding Bird Survey route
in Sproul State Forest, Clinton County, Pennsylvania. Photo by © Tessa Rhinehart.
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